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Abstract. This paper describes foundational capabilities needed to establish 
virtual mentors that advise people in workplaces, provide guidance during life-
long learning and establish ethical workplaces of the future. Through a series of 
experiments and interventions with an online instructional system for middle 
and high school students we developed a methodology to recognize  emotion 
and persistence. We are working to identify which of these findings can be used 
with adult workers to detect the context—or long range environment of learning 
in the workplace. To mentor effectively and support workers while 
they learn, intelligent virtual mentors should model changes that oc-
cur in the learning and working environment. When and how was 
knowledge learned? What pedagogy worked best for each individual 
or group? Machine-learning and data mining methods are described 
to explore unique types of data, to better understand workers and the 
settings in which they learn, and how to reason about worker engagement. 

Keywords: Emotion Recognition, Persistence, Workplace Training, Ethics and 
Policy,  

1 Virtual Mentors 

Many workers are completely disengaged with their workplace, costing huge expens-
es in lost wages, productivity and taxes, as well as untold personal suffering and loss 
of potential. By engaged, we mean people who are enthusiastic about and committed 
to their jobs and drive innovation and growth. 68.1% of US workers are disengaged 
[20].  The most disengaged workers are millennials -- born between 1980 and 1996. 
Only 29% are engaged at work; most are predominantly "checked out." They do not 
put energy or passion into their jobs and show up just to put in hours.  

A person’s confidence, boredom, confusion, stress, and anxiety can positively or 
negatively influence their achievement [23]. Additionally these emotions are predic-
tors of worker’s achievements. Immediate response to negative emotion improves 
performance [3, 5, 6]. Virtual mentors that personalize learning might help workers 
realize their full potential. Mechanisms have been built that detect and monitor self-
reflection and self-regulation [1, 32]. Providing virtual mentors that can identify 
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workers’ emotion, engagement, and perseverance can provide timely and appropriate 
guidance and might support workers to continue longer in their jobs. The focus of this 
research is on developing virtual workplace mentors based on theories of affect and 
motivation (grit, persistence, interest).  

This paper describes several computational foundations for building mentors that 
reason about and respond to emotion and persistence. It also explores which ethics 
and policy issues to address in workplaces and lifelong learning. We begin by analyz-
ing learners in classrooms and ask how such research can apply to adult workers. For 
example, students’ emotions influence performance and are strong predictors of 
achievement [11, 12; 13, 21] while other affective predispositions and boredom di-
minish academic success. Engagement, motivation, and interest are precursors to 
learning and deep thinking [25]. 

MathSpring. The intelligent tutor MathSpring is our testbed to evaluate users’ 
emotion and persistence [3-5, 28-29]. MathSpring has been used with middle and 
high school students and with adults (college undergraduates). Students learn best 
with personalized instruction, depending on factors such as cognitive skills, emotion 
(confidence, boredom) and learning disabilities [5, 10]. The tutor detects students’ 
cognition, metacognition and emotion while students engage in mathematics practice 
[6]. Math problems provide various hints (animations, audio, worked-out examples, 
and video tutorials) to scaffold users. Results show a 10-20% increase in performance 
and improved attitudes, on average, on statewide-standardized tests [6]. The tutor is 
especially beneficial for low achieving students and students with learning disabilities 
[31]. The system captures detailed event and problem level information on student 
performance and predicts students’ affect and persistence. 

2 Detecting Emotion 

When asked to self-report their emotion, learners may not fully express their emo-
tions. Furthermore, the usage of emotional terms by students may differ from that of 
researchers. Many affective states, such as boredom, confusion, frustration, and en-
gaged concentration, are characterized as having an epistemic nature [14, 25]. Epis-
temic states may be described as emotional [27] or cognitive [9] because they are 
often operationalized as partly dependent on particular events or cognition [7]. In 
addition to the ambiguous cognitive/emotional nature of many of these epistemic 
emotions, there is also uncertainty regarding which constructs to consider.  

Factors that are neither purely affective nor purely cognitive moderate and ex-
plain the relationship between students’ affect and observable events (e.g., log data). 
These factors include students’ beliefs, narratives, motivations, and perceptions of 
ability and control. We propose self-report data as an assessment mechanic as a rela-
tively direct and simple means to collect information about students’ causal attribu-
tions for their feelings and chosen strategy to interact with a tutor environment.  

Students were asked to report their emotion at the end of a problem or every 5 
minutes, without interrupting their concentrations. We investigated two methods for 
eliciting student emotion while they used MathSpring, see Figure 1 [29]: the first was 
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a closed response in which students reported on a single emotion via Likert scale; the 
second was an open response in which students describe their emotions via open text, 
which is subsequently parsed and evaluated by hand. No clear gold-standard exists for 
identifying affective states. In the closed-response emotion inventory questions, the 
tutor presented a constrained statement about emotion (e.g., “Tell us about your level 
of Confidence”). We surveyed students on four distinct emotions: confidence, ex-
citement, frustration, and interest [4, 27, 28]. As part of this closed-response condi-
tion, students were asked an open-response attribution question “Why is that?” to 
elicit their perceived causes of their emotional states, Figure 1, left. In the open-
response assessment, students were asked to describe their emotions and write their 
responses in natural language, Figure 1, right. Initially, students are asked how they 
feel, and then asked why they feel that way.  
 

 

Fig. 1. Two self-report prompts in an online tutoring system. The closed-response emotion 
inventory question (top) asks students to rate on a Likert scale (left). Students used an open 

response window and wrote in natural language (right)   

Research Questions. We address two research questions: RQ #1: How do students 
express their emotions in an online tutor and how are these emotions associated with 
students’ actions?  RQ #2: Why do students believe they feel a particular way? We 
investigate the causal attributions students assign to their emotional states. 

Student’s learning gains were assessed via pretest and posttest with items extracted 
from state practice exams. Learning, performance, and work avoidance goals were 
measured through the 18 item GOALS-S survey [Dowson & McInerney, 2001]. The 
results are summed up this way. For RQ#1: How do students express their emotions, 
we found that work avoidance goals were negatively correlated with confidence. It is 
notable that a feeling of confidence in one’s abilities appears to be unrelated to mas-
tery or performance goals, but negatively related to academic motivation in the form 
of work avoidance [15]. Mastery goals were negatively correlated with reports of 
feeling neutral or positive, which may indicate that students with high mastery goals 
didn’t feel they were meeting those goals. 

For RQ#2: Why do students believe they feel a particular way, we examined how 
students’ causal attributions related to their emotional states and ran simple bivariate 
correlations between each attribution and emotional state at the student level. Reports 
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of confidence were often correlated with attributions of easy material; disinterest with 
negative causal attributions; and annoyance with negative attributions to the website. 
The website tutor and negative were also correlated (R=0.626, p<0.001). Students 
who reported boredom, were likely to attribute feelings to boring material/experiences 
or easy material. However, easy material was also associated with positive feelings.   

For RQ#1: Confident students performed well, as expected, and surprisingly used 
many hints: perhaps hint use led to confidence. The negative valence emotions were 
negatively correlated with problem time suggesting that students may rush through 
their work due to discomfort. Boredom followed this trend with more incorrect at-
tempts, it seems consistent that cognitively engaged negative emotions (annoyed and 
confused) were less error prone [7]. Yet closed response frustration shows the oppo-
site trend. We explored the relationship between attributions and emotions: students 
identify multiple distinct causes for the same emotional state (e.g., boredom), and that 
the same cause (e.g., an easy task) led to different emotional states.  

3 Detect Students’ Persistence 

A separate research project focused on determining whether learners’ persistence can 
be predicted by their behavior within an online training environment [18]. Can stu-
dents’ behavior within an online training system predict whether those students will 
remain working or are they likely to give up? We seek to develop better student mod-
els and feature sets that can help predict students’ behavior and determine whether 
online systems might foster improvements in students’ grit, perseverance and recov-
ery from failure. We used rare Association Rule Mining to explore how students’ grit 
might be associated with students’ behavior, as a first step. 

Grit is a new construct in the literature; gritty individuals can maintain high de-
termination and motivation for a long time despite battling with ‘failure and adversi-
ty’. Students’ grittiness can be developed and increased through training [26, 16]. It 
may not be a static quality but one that can be changed through training.  Grit may be 
more predictive of life’s outcomes compared to the “Big Five” personality model, a 
group of broad personality dimensions (e.g., conscientiousness, extraversion, agreea-
bleness, and neuroticism [19]. Intelligence Quotient (IQ), a number representing a 
person's reasoning ability (measured using problem-solving tests) was the previous 
gold-standard for predicting life outcomes. Grit may be more predictive; it has be-
come ubiquitous in the lexicon of classes across the USA [26]. Trainers are interested 
in fostering growth in workplaces, and grit in trainees. The study of grittiness is par-
ticularly interesting considering the disengagement that is nearing pandemic propor-
tions in schools and workplaces [8, 20].   

Our research focused on how grit and perseverance might impact behavioral pat-
terns in an online tutoring system, towards understanding how digital tutors might 
foster more gritty-like behaviors. We focused on the following questions: 

RQ#1. Can we predict if a student is gritty or not by looking his/her behav-
iors? Here, grit is a target to predict, or a consequence. 
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RQ#2. Does the grit of a student influence student behavior inside a tutor? In   
which way(s)? Here grit is a cause or antecedent. 
 
Method. Grit has typically been assessed using Duckworth’s instrument of the 

Grit Scale [17], asking trainees to report on twelve Likert-scale questions. Some ex-
amples of questions are, “I often set a goal but later choose to pursue a different one” 
and “Setbacks don’t discourage me.” Students used MathSpring during class time 
over several days, as part of their regular classes while the system captured detailed 
event-level and problem-level information on their performance. These students also 
filled out a grit scale survey [10] that produced an aggregate grit score. Seventh grade 
students from two districts participated. After combining the two datasets, 456 rows 
of grit survey responses representing thirty-eight students were analyzed. Sixty-eight 
students used MathSpring, producing 3,012 rows of data, each representing a student-
math problem interaction. Variables were discretized into Booleans, indicating 
high/low or true/false. The negation of each variable was created (e.g., for GUESS, 
we also created NoGUESS). 

Association Rule Mining, a non-parametric method for exploratory data analysis, 
found associations that occur more frequently than expected from random sampling. 
The four critical parameters and minimum thresholds used were: Support 0.05, Confi-
dence 0.84, Lift 1.15, Conviction 1.75. Lastly, we subjected the most important rules 
to a Chi-Square statistical test, those with solely High Grit or Low Grit as a conse-
quent or antecedent.  

Results. The mean Grit Score for the N=38 students in the sample was M=3.07, 
SD=0.51, Median=3, Range= [1,5]. This means the student grit assessment had some 
variability but the distribution was centered on a neutral grit value. A median split 
was done, classifying students as low or high grit, so that half of the students were 
considered gritty or not. Interestingly, we found that High Grit students produced 
much more activity, 71% of the student-problem interactions in the dataset vs. 29% 
for the Low Grit students.  A notable finding was that no rules with Low Grit as a 
consequent appeared at all according to our criteria specified in the parameter thresh-
olds. This led us to realize that, due to the much lower number of math problems seen 
by Low Grit students, the confidence for any rule with Low Grit=1 as a consequent 
would be at chance level at 0.288 (as opposed to 0.5). Conviction was set as first pri-
ority for selection of rules.  

 

Rule Confidence Conviction 
 
Lift 

 
Support 

Rule A. HiMistakes ^ HiHints → HiGrit * 0.89 2.56 1.25 0.19 
Rule B. LowMistakes^isSolved→Low Grit* 0.45 1.29 1.56 0.10 

• Significant difference at p<0.0001, χ2 (1, N=3012) 

Table 1. Grit as Consequent: Association Rules with highest Conviction, Confidence and Lift. 

Table 1 shows rules with the highest conviction, confidence and lift. These rules 
also were the most complete rules (as generally subsequent rules that met the parame-



6 

ter thresholds had similar premises, but combined subsets of the propositions). Rule 
A has the highest confidence, conviction and lift and states that if a student made a 
high amount of mistakes, and asked for many hints as a way to help them solve the 
problem, then the student will report a high level of Grit. This joint condition hap-
pened in 19% of the total student-problem interactions examined. The significance of 
the effect for each rule was verified with a Chi-Square test by computing cross-
tabulations between the premise being true/false vs. High/Low Grit (p<0.0001 for 
Rules A, B, and C). On the other hand, no rules were found that met the thresholds of 
confidence, lift and conviction for LowGrit as a consequent. Still, we show the rule 
that has the best outcome for those metrics. The implication LowMistakes ^ isSolved 
→ Low Grit has a confidence level of 0.45, which is low, however, it is higher than 
chance (chance level for any LowGrit row is 0.288). If a student solved problems and 
made a low number of mistakes, then the student will report NOT gritty.  

Table 2 summarizes the found rules with Low/High Grit as a premise. This time, it 
was easier to find rules with LowGrit as an antecedent that met the thresholds of con-
fidence, lift and conviction but not for HiGrit. Rule C is the main rule found for Low 
Grit as an antecedent (other similar rules are variations of this same effect), suggest-
ing that if students have low grit, they will likely ask for few hints in a problem.  

Rule Confidence Conviction Lift Support 
Rule C. Low Grit → Low Hints * 0.88 2.27 1.21 0.18 
Rule D. Hi Grit → NoGUESS * 0.89 1.16 1.02 0.7 

• Significant difference at p<0.0001, χ2 (1, N=3012) 

Table 2. Grit as Antecedent: Association Rules with highest Conviction, Confidence, Lift 

Rule D contains HiGrit as an antecedent. While Rule D does not meet the lift and 
conviction thresholds we had set, it does meet the confidence threshold, and has the 
highest values of confidence and conviction. This rule captures the fact that if a stu-
dent reported him/herself as gritty, then he/she will not quick-guess the correct an-
swer to a problem. Remember that guessing implies that a student entered many an-
swers incorrectly and did not ask for help/hints, until they manage to solve it. We 
consider that students who guess are avoiding help when they should instead be ask-
ing for it, as shown in previous research [1, 2]. These students rush to get the right 
answer without fully understanding why, and avoid seeking help. 

Discussion. This research starts to unpack how grit may be expressed in student 
behavior inside an intelligent tutor, and how fostering gritty-like behavior might even-
tually improve a students’ grit. In general, the results suggest that there are differences 
in students' behaviors depending on their assessed level of grit. Apparently, students 
who are gritty tend to neither quick-guess answers to problems, nor make lots of mis-
takes while avoiding help. At the same time, rules found with grit as a consequent 
suggest that if a student is in a situation of conflict, making mistakes but resolving 
them by asking for hints (or videos or examples), we can predict that the student will 
record high grit. This is a desirable behavior when facing challenge in interactive 
learning environments, as specified by research on help seeking and help provision in 
interactive learning environments [2].  
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It was harder to find Association Rules that associated students with low grit with 
behaviors (there are not as many systematic behavior patterns that could be associated 
with students of low grit). Still, the few rules found suggest that when students record 
low levels of grit, they seek fewer hints. Conversely, the behavior that indicates that a 
student is NOT gritty is that he/she makes a low number of mistakes and eventually 
solves the problems correctly. Learners who skip problems or give-up will receive 
easier problems in an adaptive tutor. Also, students can select material that is easier, 
or already mastered, to guarantee higher levels of success. Further analyses could help 
discern whether this is the case, by analyzing the level of difficulty of the problems 
students received. Grit is a construct that will predetermine students to have different 
kinds of self-regulatory behaviors while learning in interactive learning environments. 

4 Workplace Ethics and Policies 

Most research, development and deployment of workplace technology has taken 
place in what is essentially a moral vacuum. For example, what happens if a student is 
subjected to a biased set of algorithms that impact negatively and incorrectly on their 
training progress or evaluation [22]? Little research has been undertaken, few guide-
lines provided, policies developed, or regulations enacted to address ethical issues 
raised by learning analytics. We are working without any fully-worked out moral 
groundings specific to the field of data analytics in the workplace. 

In fact, data analytics in the workplace raises an indeterminate number of self-
evident but as yet unanswered ethical questions [22]. Concerns exist about the large 
volumes of data that will be collected to support data analytics in the workplace (such 
as recording worker competencies, emotions, strategies and misconceptions). Who 
owns and who is able to access this data? What are the privacy concerns relative to 
this data?  How should the data be analyzed, interpreted and shared, and who is re-
sponsible if something goes wrong? 

Other questions include: Is workplace data the property of service providers who 
‘manage’ it, workplaces that ‘harvest’ it or trainees and trainers who ‘generate’ it and 
who are its subjects? [24]? Can worker data be treated as proprietary information? 
Should third party providers manage, evaluate, even vet crucial records? Should train-
ees, or trainers be permitted to access and challenge the contents of online profiles or 
data driven assessments? Can trainees, or trainers opt-out of data-driven decisions or 
monitoring tools? If so at what cost? Should workplaces be allowed to sell records? 
Should workplace data be portable?   If so how do we balance the commercial needs 
of vendors with the rights of trainees? What, if any, safeguards can be put in place to 
mitigate harm, and at what level should they be imposed? 

Ethics cannot be reduced to questions solely about data [22]. Other major ethical 
concerns include the potential for bias (conscious or unconscious) that might impact 
negatively on the civil rights of individuals (in terms of gender, age, race, social sta-
tus, income inequality). The ethical concerns that center on data and bias are the 
‘known unknowns’. What about the ‘unknown unknowns’, the ethical issues raised by 
the field of data analytics in the workplace that have yet to be even identified? Other 
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research questions include: What are the criteria for ethically acceptable data analytics 
in the workplace? How does the transient nature of worker goals, interests and emo-
tions impact on the ethics of workplace data analytics? What are the ethical obliga-
tions of private organizations (e.g., developers of data analytics in the workplace 
products) and authorities (workplaces and universities) involved in data analytics? 

At the same time, widespread data retention has become common-place. New 
mandates for data collection and reporting are needed for workplaces, such as “work-
places report cards” and even individual trainer assessments. Workplaces have also 
come to rely on cloud-based applications that support training interventions, adminis-
trative tasks, and even long-term worker monitoring in ways that existing laws and 
service contracts have not regulated nor even anticipated. Laws protecting workers 
were written before the internet existed and did not envision a world in which worker 
data was collected by third-party service providers, made accessible in the cloud, and 
in which crucial workplace decisions were made by opaque code. 

5 Discussion 

This paper described several tools that might enable virtual mentors to track worker’s 
emotion and engagement. Future training will be very different, e.g., paper manuals or 
texts, with their current linear flow, will evolve into digital systems that are aware of 
workers’ contexts, and cognitive, meta-cognitive and emotional status. They will 
provide immersive learning experiences, adaptive to trainees’ current state of learn-
ing, embed simulation and virtual laboratories, and consider ethical issues.   

Artificial intelligence provides the tools to build computational models of work-
ers’ skills and scaffold learning. Further, AI methods can act as catalysts that provide 
knowledge about the domain, worker, and trainee strategies through integration of 
cognitive and emotional modeling, knowledge representation, reasoning, natural lan-
guage question answering, and machine-learning methods [31]. Such tools will  pro-
vide flexible and adaptive feed-back to workers, enabling content to be customized to 
fit personal needs and abilities. These are essential ingredients for developing mentors 
that support workers with decision making and reasoning, especially in volatile and 
rapidly changing environments, e.g., machine repair, diagnosis.  

Large and complex problems impact the global society (e.g., climate change, sus-
tainability, privacy and security) and are not typically solved by a single individual 
over a finite length of time. Technology is needed to support large groups of experts 
in discussion and the generation of new ideas. To support workers, networking tools 
should facilitate individuals to learn within communities, communities to construct 
knowledge, and communities to learn from one another.  

In sum, one goal for development of virtual mentors is to develop systems that 
engage workers, personalize training, assess emotion and persistence, and provide 
ethical guidelines. By measuring changes in learning, meta-cognition and emotion, 
training systems can assess worker progress and adapt training. Virtual mentors can 
assign appropriate tasks (e.g., select an easier or harder activity) or response. Thus 
virtual mentors can make training available, accessible, and therefore actionable.  
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